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{ RL fine-tuning on synthetic data
teaches LLMs a fundamental skill:

knowledge composition
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§ 1. Broad synthetic-to-real
performance transfer

{ 2. LLMs generalize to OOD
¢  knowledge and difficulties

' 3. SFT overfits to synthetic data |
task, but RL generalizes to real- }
t  world multi-hop reasoning |
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i 4. Grounded reasoning traces
. from just outcome-reward

5. Performance scales with
~ synthetic data samples

Data bottleneck in RL

e RL from Verifiable Rewards
(RLVR) is data hungry

 High-quality reasoning data
from humans / frontier LLMs:

o Expensive, scarce, noisy

Can LLMs develop

reasoning sRills from
synthetic data alone?

Transfer not obvious

PhantomWiki (synthetic) ”
Who is the nephew of the friend |

of the person whose hobby is |
birdwatching?

| HotpotQA (real)
I Aside from Yodobashi, what other §
t towns were merged into the ward §
t which gave the major Japanese §
{ electronics retail chain its name?
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RL fine-tuning teaches LLMs a fundamental skill:
knowledge composition

Learning from Synthetic Data
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Multi-Hop Reasoning

Knowledge-intensive « Linguistically rich

LEARNED SKILL o
Knowledge Composition

Chaining information across multiple steps

RULE-GENERATED

Synthetic Data

Fictional - Templated ¢ Zero real knowledge
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Improved LLM Reasoning
EXAMPLE Lae :
Who is the nephew of the friend of the LLMs learn to con]pose knowledge from Lo HotpotQA 2Wiki MuSiQue
person whose hobby is birdwatching? synthetic data alone -

4 Fully verifiable by construction
4 Free, infinite scale, on any machine
4 Precise difficulty control

Generalizes to OOD difficulties 61 “ “
Improves intermediate reasoning steps 4 Hood -
Scales with synthetic data N “

XK SFT fails to teach this skill

i

RL Fine-tuning
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Broad performance transfer, across:
 From all synthetic datasets, to all real-world evaluation benchmarks
e On various LLM families (Qwen2.5, Qwen3, Phi) + model sizes (0.6-7B)
LLMs generalize to OOD knowledge and difficulties
Why is transfer working?
 Are LLMs just surfacing pretrained knowledge?
e Evaluate on fictional synthetic worlds (OOD knowledge)
e Evaluate on more difficult questions (OOD difficulties)
Lo Qwen3-0.6B Qwen3-1.7B Lo Qwen3-0.6B Qwen3-1.7B
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Question difficulty Question difficulty Arithmetic operations Arithmetic operations
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PhantomwWiki training steps GSM-~ training steps
Beyond hacking format reward  SFT overfits to synthetic,
* Does RL on binary format reward help? RL generallzes to real
* Not for Qwen3/Phi == RL on e SFT on golden GSM-oo solutions
synthetic data 1s actually transferring
e Better on GSM-00, not HotpotQA
HotpotQA 2WikiMultihopQA  MuSiQue
oo pwe ORI ITEDET0MEI0 LRI better on GSM-00 + HOtpOtQA
Qwen3-1.7B base  0.59 £ 0.02 0.64 + 0.02 0.34 & 0.02
format 0.64 £+ 0.02 0.67 £ 0.02 0.35 £ 0.02 Accuracy on GSM-00 F1 score on HotpotQA
Phi4-mini-reasoning P2%¢ 048 % 0.02 0.66 + 0.02 0.27 %+ 0.02 base =~ SFT ~ RL | base  SFT  RL
format  0.47 =+ 0.02 0.48 + 0.02 026+0.02  Qwen3-0.6B | 0.0241 0.7735 0.6452 | 0.3569 0.3995 0.4786
base 0.02 £ 0.01 0.14 £+ 0.02 0.04 £ 0.01 Qwen3-1.7B | 0.1354 0.7742 0.8532 | 0.5935 0.5761 0.6664

Qwen2.5-1.5B-Instruct

format 0.43 &+ 0.02 0.30 £ 0.02 0.20 £ 0.02
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Synthetic data fine-tuning leads to
grounded generations in real-world

How is transfer working?
« We only reward final answer i.e. outcome. What's the effect on reasoning process?
* |nreasoning traces, count # of times they contain golden intermediate answers
« LLMs' reasoning traces show higher fractions of correct intermediate steps

* Bonus of outcome-reward on synthetic data: more grounded reasoning traces

Fraction of Qwen3-0.6B generations with ground-truth intermediate answer
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PhantomWiki training steps GSM-» trailning steps

Performance scales with synthetic data samples

e Every synthetic data sample Is fresh = training steps = data samples

 Training on synthetic data shows no overfitting to real-world benchmarks

* New axis for scaling RL fine-tuning: scaling synthetic data

Qwen3-1.7B fine-tuned with RG-Family  —+— RG-Knights —=— GSM-o0 —e— PhantomWiki

HotpotQA 2Wiki MuSiQue CofCA
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Implications + open questions

Implications
 Rule-generated synthetic data is a free + infinite resource for scaling RL fine-tuning

« Knowledge composition is a domain-independent skill

Open questions
e Mix synthetic + real data: how do composition and memorization interact?
 Other fundamental reasoning skills: planning, causal, analogical?

e What makes an LLM “good for RL"?



